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Data-driven Decision Making

L Data-driven decision-making for complex tasks in dynamical systems, e.g., game playing,
robotic manipulation/ locomotion, networked systems, ChatGPT, etc.

O Reinforcement learning (RL) has served as one backbone of the recent successes of data-
driven decision-making.

[ Policy optimization as one of the major workhorses of modern RL.
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Today’s topic: Policy optimization

Feedback control

Policy
disturbance Performance Optimization
— —
wit) Dynamical System 2(t) :
— min J(K)
u(t) y(t) K
input outout Policy s.t. KeC
Feedback < g parametrization
Policy

Traditional methods are often model-based; * Use direct policy updates (model-free),

Well-established theory on LQR, LQG, Robust K1 = Ky — O‘tVJ(Kt)

control etc. .

Become very popular in both academia

e Tools: Riccati equations, linear matrix and practice, from game playing, robotics
inequalities, Dynamic programming, etc. to drone flying, etc.



Today’s topic: Policy optimization

Apply a control Accumulate
strategy observed data

Refine the
control strategy

Kt_|_1 = Kt — OthJ(Kt)

Opportunities Challenges
 Easy-to-implement * Nonconvex optimization
* Scalable to high-dimensional problems * Lack of principled algorithms for optimality

. Enable model-free search with rich (e.g., avoiding saddles/local minimizers)

observations (e.g. images) * Hard to obtain theoretical guarantees (e.g.,
robustness/stability, sample efficiency)



Key Messages

Message 1: Nonconvex Landscapes in __ ,
Benchmark Control Problems are Benign

» [nformally, any (non-degenerate) stationary
point is globally optimal!l

[Fazel et al., 2018], [Mohammad et al., 2022] [Fatkhullin & Polyak,
2021], [Guo & Hu, 2022], [Moghaddam, Olshevsky & Gharesifard,
2025], [Tang, Zheng, & Li, 2023], [Zheng, Pai & Tang, 2023] etc.

lifted

Message 2: A Unified Extended Convex st 4 - diffeomorphism

Lifting Framework \f/ - - F x GL,

= Bridge non-convex policy optimization with -
convex reformulation! :

Message 3: Efficient first-order algorithm for \\Aigmph

(non)-convex optimization «
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Non-convexity in control
Policy optimization in control is generally min ](K)
nonconvex! K
s.t. Kel(C

o0
min  J(K) := Z(mIth + u; Ru;)—— Quadratic costs
K€Rm><n t:O
subjct to x411 = Az + Buy, — Linear dynamics
—~ 20

ur = K&t — Linear static policy

» State trajectories are nonlinear in K

Tr1 = (A + BK)CEQ,
Ty = (A+ BK)x, = (A+ BK)?x

= The cost function is nonconvex in K



Non-convexity in control

Policy optimization in control is generally min J(K)
nonconvex! K
S.t.[ KeC ]
» Stabilization is already a non-convex constraint!
v'A policy K is said to stabilize the system, if the system 2
trajectory converges to the origin. -
_— g
lim x; = lim (A+ BK)'zo =0 T
t— 00 t— 00
VIt requires the spectral radius of the closed-loop s
matrix less than 1.
p(A+ BK) <1 o5 2 o5 0
K, = 0 0.5 cC, Ksy= 5 0.5 e C,

v A simple example: A =0, B=1I

T+l = U C={K cR**?| A+ BK is stable} 2



Non-convexity in control

Policy optimization in control is generally
nonconvex!

mKin J(K)
S.t.[ Kel ]

* The set of dynamic stabilizing policies is nonconvex and

may even be disconnected. [Tang, Zheng, Li, Math. Prog. 2023]

,//
7

SeRERE ol
Example 1: Nonconvex but
connected

Example 2: Nonconvex and
dis-connected
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Benign non-convexity in control

Policy optimization in linear control is generally
nonconvex but benign!

" |ncluding all iconic benchmark control problems:

v LQR, LQG, H2/Hinf optimal control, etc.
O Linear Quadratic Regulator (LQR)
Dynamics: z(t) = Az(t) + Bu(t) + Byw(?),

Static policies: u(t) = Kz(t)

Stability: C={K eR™" | A+ BK is stable}
: 1
Performance: JuQr(K) := lim E
T—00

mKin J(K)
s.t. KelC

disturbance

—
w(t) Dynamical System
u(t)
input
Feedback
Policy

Performance
— z(t)

= /0 } ' ()Qx(t) + u' (t)Ru(t) dt

y(t)

output

11



Benign non-convexity in LQR

O Linear Quadratic Regulator (LQR)

min J(K)
Stability: C={K € R™*" | A+ BK is stable} K
st. KeCl

Fact 1: the set of stabilizing gains is always path-connected

Proof: convexification via a nonlinear change of variables
{K e R™*™ | A+ BK is stable}
— {K ¢ R™" | 3P » 0,P(A+ BK)" + (A+ BK)P < 0}

(8] §
=
fei] |

— {K ¢ R™" |3P ~0,PA" +L"B" + AP+ BL <0,L = KP} i "
= {K=LP 'cR™"|3P~0,PA" + L'B" + AP + BL < 0}.

Any convex set is path-connected, and thus so is its continuous image.

12



Benign non-convexity in LQR

O Linear Quadratic Regulator (LQR)

min J(K)
Joor(K) = lim E 1/T T()Qx(t) + uT (t) Ru(t) dt ‘
SR = VA s.t. KelC

Fact 2: the LQR cost is real analytical and thus
infinitely differentiable over C.

v' The LQR cost is actually a rational function in K

v' Another form  Jiqr(K) = Tr [(Q + K'RK)X]

Lyapunov equation (A+ BK)X + X(A+BK)'+W =0

Fact 3: Any stationary point VJ(K) =0 is Global
globally optimal Optimality

13



Benign non-convexity in LQR

O Linear Quadratic Regulator (LQR)

— _ _ min J(K)
Fact 4: the LQR cost satisfies the gradient dominance property K
over any sublevel set (Fazel et al., 2019; Mohammadi et al., 2022). st. Kec

Jqr(K) = J* < pl|VIgr(K) |7 VK € [Jugr < V]

* LQR almost behaves like a strongly convex problem 10?
under mild assumptions (Watanabe and Zheng, 2025). =
™~

* The basic gradient descent algorithm achieves linear é sl
convergence (Fazel et al., 2019; Mohammad et al., 2022; Fatkhullin =
& Polyak, 2021) =

Kt+1 = K — OéVJ(Kt) 1071 ¢

0 500 1000 1500 2000 2500
Interation ¢
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Benign non-convexity in robust control

(J State-feedback Hinf robust control

disturbance Performance
Dynamics: #(t) = Ax(t) + Bu(t) + Buw(®), 0] pyraicaisysem | 20
u(t) y(t)
Static policies: u(t) = Kx(1) input
P Feedback - output
Stability: C={K c¢R™" | A+ BK is stable} Policy

Unlike LQR with stochastic noises, we here assume adversarial noises
with bounded energy and consider the worst-case performance

Performance: Joo(K) = sup /OO ' (1) Qx(t) + u' (t)Ru(t) dt
0

[w(t)[[2<1

15



Benign non-convexity in robust control

d State-feedback Hinf robust control min J(K)
. K
Performance: Jo(K)i= sup_ [ aT(0Qa(t) + uT () Ru(t) dt st. Kec
|w(t)|[2<1J0 T
Fact 1: The Hinf cost is generally non-convex, 14} S5 .
and non-smooth, but locally weakly convex. ) >
§ gm" 1
3 X
Fact 2: Any sublevel set is path-connected, and 0.8 ,g" k&
any Stationary point IS globally optlmal (GUO and 0.6 — . . . 10_20 2000 4o|0(.) 6000 8000
HU, 2022, Zheng ot a|-1 2023) -1.5 -1 :g5 0 0.5 Interation ¢
» We may use the subgradient method to find a global minimizer K1 = Ky — apgy,
despite the non-convexity (Watanabe, Liao, & Zheng, 2025) g; € o.J (Kt)
o0

16



Benign non-convexity in LQG

O Linear Quadratic Gaussian (LQG) Control

» We consider dynamic policies:

§(t) = Axé(t) + Bry(t)
Policy ]‘_ u(t) = Cké&(2)

K = (Ak, Bk, Ck) € R™*™ x R™P x R™*"

Dynamics:  &(t) = Axz(t) + Bu(t) + By,w(t)
[y(t) = Cx(t) + D,v(t) ] Policy optimization for LQG

min J(K)

s.t. K=(4k, Bk, Ck) € Cru

Performance:

Jrqc := lim E % /0 T ()Qx(t) + u' (t)Ru(t) dt}

T'— 00

17



Benign nonconvexity in LQG

O Linear Quadratic Gaussian (LQG) Control

Crul] = {K K = (A, Bk, Ck) is full order

[ A BCk

BC  Ax } 1s Hurwitz stable}

Fact 1: The set Crann can be disconnected but has at
most 2 connected components [Tang, Zheng, Li, 2023].

Proof: convexification via a nonlinear change of variables

T T T P T
v F X GL | _ > 1 Cran
b - Continuous mmmmmemes -
surjective map at most 2 connected
components
General linear group: the set
Convex thus of invertible matrices
connected

(similarity transformation)

Policy optimization for LQG

min J(K)

s.t. K=(Ak, Bk, Ck) € Ctun

Two connected components
GL = {II € R™*™ | detII > 0},



Benign nonconvexity in LQG

U Linear Quadratic Gaussian (LQG) Control "

Fact 2: For a controllable and observable policy, if it is a stationary
point VJ(K) — (0 , then it is a global minimizer [Tang, Zheng, Li, 2023].

(] = ] [%:] =

Structural

Information

10°

Fact 3: For policies that are uncontrollable ol

or unobservable, there exists suboptimal < 0708 | g

- - . = 10}
stationary points (e.g., saddle points) [Tang, go7r. =
Zheng, Li, 2023]. ™ 0.706 100

-0.1 0 500 1000 1500 2000 2500

Iterations t
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Benign Nonconvex Policy Optimization

L Recent progress on non-convex policy optimization

Favorable properties have been revealed for policy optimization in many benchmark control problems:
v LQR [Fazel et al., 2018] [Mohammad et al., 2022] [Moghaddam, Olshevsky & Gharesifard, 2025], etc.

v LQG [Tang, Zheng, & Li, 2021], [Zheng et al., 2022], [Ren et al., 2023] [Kraisler & Mesbahi, 2024], etc.
v H,, state-feedback/output-feedback, [Guo & Hu, 2022] [Hu & Zheng, 2022] [Zheng et al, 2023 & 2024]

ANNUAL REVIEW OF CONTROL, ROBOTICS, AND AUTONOMOUS SYSTEMS Volume 6,2023

Review Article | Open Access

Toward a Theoretical Foundat

. .. Policy Optimization in Control: Geometry and Algorithmic Implications
Learning Control Policies

Shahriar Talebi®, Yang Zheng®, Spencer Kraisler®, Na Li*, Mehran Mesbahi®
Bin Hu?, Kaiqing Zhang®3, Na Li#, Mehran Mesbahi®, Maryam | o o o
?Harvard University, School of Engineering and Applied Sciences,
150 Western Ave, Boston, 02134, MA, US
b University of California San Diego, Department of Electrical and Computer Engineering,
9500 Gilman Drive, La Jolla, 92093, CA, US
¢ University of Washington, Department of Aeronautics and Astronautics,
3940 Benton Ln NE, Seattle, 95195, WA, US
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Key idea

Benign Non-convexity in Control via Extended
Convex Lifting (ECL)

Nonconvex LMI-based
policy convex
. optimization reformulation

» Our idea: Exploit LMI-based convex reformulations of control problems
» They reveal the hidden convexity of policy optimization landscapes.

» For non-degenerate policies, all Clarke stationary points are globally optimal and
there is no spurious local minimum in policy optimization. 2



Example 1

J Nonconvex and smooth function

. N
\
yl y2

2
fi(zi,22) = (@ — 2) + (ISEQ — 1), dom(f1) = {x € R® | £y > 0,25 > 0}.

lts global minimizer is
6 x" = (0.5,1)
Define an invertible map hl(y)Q-

9(x) := (x2/x1, 22),
Vr, > 0,29 > 0,

hi(y) = filg W) = (w1 —2)* + (12— 1), Vy1 > 0,52 > 0.



Example 2

1 Nonconvex and non-smooth function

fa(x1,m2) = ‘? — 2‘ + |2 |— 1], dom(fs) = {x € R?* | &1 > 0,25 > 0}.
1
\

Its global minimizer is
z* = (0.5,1)
Define an invertible map

g(x) :== (z2/x1, 22),
Ve, > 0,20 > 0,

() = ly1 — 2| + |y2 — 1], Yy > 0,y > 0,




Direct Convex Reformulation

O Direct convex reformulation (no lifting)

* Consider a continuous function J(K):D — R

Denote its epigraph as epi>(f) := {(K,y) e D xR |y > J(K)}.

e Suppose there exists a smooth and invertible map & between

epi>(J) and a convex set Feux
 and we further have (y,7) = ®(K,v), Y(K,~) € epis(J) ¢
Guarantee 1: Minimizing J is equivalent to a convex problem

inf J(K) = inf .
KeD ( ) (y,’}’)efcvx 7

Guarantee 2: Any stationary point to J is globally optimal; in

other words, 0 € 0J(K*) implies globally optimality




Extended Convex Lifting (ECL)

A schematic illustration of ECL:

Lifted set

Diffeomorphism CTTTTTS

J(K - I
( ) ‘let | Cvx ! X gaux

s | o | :

Lifting , L convex!  auxiliary
J(K); l
| Global
> K Epigraph optimality
K
Two key features
Feature 1: a lifting procedure Feature 2: an auxiliary set

26



Extended Convex Lifting (ECL)

A schematic illustration of ECL:

J(K)

epi>(J)
(Ky7)

Lifting

Lifted set
Ly ’_

00

Mpigraph

Why lifting?

For many control problems, a
direct convexification is not
possible

A lifting procedure
corresponding to Lyapunov
variables is necessary.

27



Extended Convex Lifting (ECL)

A schematic illustration of ECL:

Why auxiliary set? :
Lifted set Diffeomorphism

L x
= Allows us to isolate the Lt ’ o Fevx gaux

redundancy or symmetry in g ; convex auxiliary
the original nonconvex domain
J(K);

| - 2 - N
\\Apigraph L Ift F cvx X gaux

= Related to similarity

transformations of dynamic
policies in control
K K
= Needed for output-feedback \( s é} \(% 1 CQ)J

control problems



Formal ECL Definition

Lifted set

J(K) L - Diffeomorphisma  Fre' % G
Lifting DJ o i convexi auxiliary
M
: Global
K Qﬁpigraph optir?m?ity
K
ep1>(J) £lft FCVX X gaux
(K,’)/) (Kaf)/)g) (/Ya ClaCQ)

* Consider a continuous functionJ(K) : D — R
where D C R

* Denote its strict and non-strict epigraph as
epis (1) i= {(K,7) € D x R |7 > J(K)},
epi (J) :={(K,7) e DxR |y = J(K)}.

Extended Convex Lifting

(ECL)

~\

(We say a tuple (Lig, Fevx, Gaux, P) IS an
ECL of J(K):D — R if

= A lifted set Ls satisfying

C 7K,y (Ligr) C clepis (J)

g gy g gy iy —— 1

= A diffeomorphism ® : L1t — Fevx X Gaux
such that

(I)(Ka s 5) — (’Ya Cla CZ)

29



A special ECL

Lifted set . fer e
J(K) r Diffeomorphism .
1t

E fcvx E X ga.ux
Lifting L/‘J o E_c_onv_ef_i auxiliary
vy | | o "
= e A more intuitive condition
Global
Epigraph

optimality
K

= A lifted set Lig satisfying = A lifted set Ly satisfying

epis, (J) € 7k, (Ligr) € clepis (J) K,y (Lige) = epis (f).

Does this “simpler” lifting condition work?
=  Apparently, the condition on the left is less restrictive, and works for more general situations
= The simpler condition on the right is indeed sufficient for state-feedback control problems

* However, it is too restrictive for dynamic output-feedback control problems (e.g., LQG)

30



Non-degenerate points

J(K) Lifted set Diffeomorphism .o

;J—“cvx X Gou Extended Convex Lifting:

Lifting _c_onv_ei(_ auxiliary (
’ | = Alifted set Lin satisfying
< Global o . i

Epgaph optimality ! ep1>(‘]) C WK,V(LH'C) C cl eplZ(‘]) E

= A diffeomorphism @ : Lig — Fevx X Gaux

epi- (J
p1>( ) Llft ]:c_:vx X gaux such that
(Kﬂ’)/) (K777€) (’Y C17C2) (I)(KafYaf) — (’Ya C17C2)
= By construction, some points in €pix (J) may not be covered in the lifted set
‘ Those points will be called degenerate bad behavior may happen (e.g., saddles)
Definition. Kis called non-degenerate if (K, J(K)) € 7k (L) well-behaved
31




ECL Guarantees

Lifted set
‘C 1ft ,

| Lifting

TR,
K @Pigraph
K

Diffeomorphism

¢

Guarantee 1:
Convex Reformulation

_______

E fcvx i X gaux

E_Ecm]";ef_i auxiliary Given an Extended Convex Lifting

Global (‘Elftv fcvm gauxa (I))
optimality

Guarantee 2:
Global Optimality

equivalent

2y =

Optimization min J(K) ijs

KeD
to a convex

problem

inf .
(Y,7) EFevx

All non-degenerate Clarke
stationary points are

globally optimal (for

subdifferentially regular functions)

» Clarke stationary points:

Generalization of stationary points to nonsmooth functions,

based on the notion of Clarke subdifferential

32



Framework:
Extended Convex
Lifting

lifted

set diffeomorphism

i —— 7 xaL,

convex

Ly

Migraph
K

2. Applications in control
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Linear Quadratic Regulator (LQR)

D Problem Setup disturbance regulated output
. w(t) Dynamical 2(t)
Dynamics: @(t) = Ax(t) + Bu(t) + Byw(t), 0 System y(t)
Static policies: u(t) = Kz(t) ot Fecdback L"ftsﬁi"ed
Stability: C={K e R"™"" | A+ BK is stable}
1 g T T
Performance: JuQr(K) := lim E _/ z (t)Qz(l) +u' (t)Ru(t) dt
T — 00 T 0
1 Nonconvex and smooth landscape lifted
set iffeomorphism
g

convex

34



Linear Quadratic Regulator (LQR)

[ Construction of ECL
Step 1: Lifting
Lior = {(K,7,X): X =0,(A+ BK)X + X(A+BK)' + W =0,7y>Tr[(Q+ K'RK)X]}.

Step 2: Convex set
Fir={(7,Y,X): X - 0,AX +BY + XA" +Y'B' + W =0,y > tr(QX + X 'Y'RY)}

Step 3: Diffeomorphism &®(K,v,X) = (v, KX, X), V(K,v,X) € Lig

* No auxiliary set Theorem. Any stationary point of the

= Lifted set satisfies epis (J) = 7k (LLgr) LQR cost function is globally

» All policies are non-degenerate optimal.

35



State-feedback Robust Control

d Problem setup

Dynamics:
Static policies:
Stability:

Performance:

aj(t) = Aa:(t) —+ Bu(t) + wa(t)v i ’

u(t) = Kx(t)

C={K eR™" | A+ BK is stable} %igmh

Joo(K) := sup
lw(t)]l2<1

O Building an ECL

Step 1: Lifting

Loo i = {(K,v,P):P% 0,

/miﬂKﬂQx@)+uT@ﬂﬁdﬂdt

(A+ BK)'P+ P(A+ BK) PB, CT7

B} P —~1 0
C 0 —~1

convex

36



State-feedback Robust Control

1 Building an ECL

Step 2: Convex

r

Foo:<

\

set

(7, Y, X)

Step 3: Diffeomorphism

= No auxiliary

= Lifted set satisfies Tx (Loo) = epis (Joo)

m) All policies are non-degenerate

set

X =0,
Y c Ran’

(I)(K:%P) — ('%Kp_lap_l)a

AX + XAT+BY +Y'BT B, XQY2 YTRU?

BT
Q1/2X
RY2y

—~T
0
0

0
—~T
0

0
0

_fyI

V(K,~v,P) € L.

Theorem: Any Clarke stationary
points are globally optimal.

37



Linear Quadratic Gaussian (LQG) Control

O Construction of the ECL: Based on the convexification proposed in [Scherer et al., 1997]

Jn

Theorem.1. An ECL for LQG exists, of which the auxiliary set is the set
of invertible matrices.

2. A policy K is non-degenerate if and only if it is informative
in the sense that tirgoE[w(t)ﬁ(t)T] has full rank. So any
informative stationary point is globally optimal.

= We also show that controllable and observable stationary lifted

set
policies are informative, and are thus globally optimal [Tang,
Zheng, Li, 2023].

= Similar ECL guarantees hold for output-feedback Hinf 5
control and other control problems [Zheng, Pai & Tang, 2026]. Migraph

K 38
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Algorithms for (non)-convex optimization

min f(x)

X

Standard algorithms:

= Gradient descent for L-smooth (non)-convex functions

2
Tyl = Tk — aka(:ck), 0<ap < z

» Subgradient method for non-smooth convex functions

Tk+1 = Tk — QkGk, gk € Of(xx) Non-trivial to extend for

nonsmooth /nonconvex case

L They achieve the best first-order complexity for
convex functions.

40



Proximal Descent Method

d A conceptual descent algorithm Lh+2
gk —) e o o
O ——0 Jr+1
Lh+1 = T — @ X gk T Th1

Suppose it satisfies a cost value drop When such a cost value

Q 2 drop is achievable?
T < f(x) — — P

Complexity: the conceptual descent algorithm finds
a point such that

*
€T — 2
i ” k||2 < f( O) f <

k<T T & Proximal bundle
. . . rocedure
* Valid for any positive step size b

Feng-Yi Liao, and Yang Zheng. "A proximal descent method for minimizing weakly convex optimization." arXiv preprint arXiv:2509.02804 (2025). 41




Proximal Descent Method

1 Weakly convex function

'—}%gc))': 22— 1
m 9 _ — e
f(x) + 3“33” Is convex 2 fs(@)
|
* Any convex (nonsmooth) functions . |
) -2 -1 0 1 2
* Any L-smooth (nonconvex) functions d # z
 LQR and state-feedback Hinf control
under mild assumptions o
- 1.2
S
Algorithm 1 Proximal descent method =1
Require: 1 € R", T > 0, N 08
for k=1,2,....7T do

rr11 = ProxDescent(zy); __
end for Dx

42



Convergence guarantees

min f(x)

T

 Holds for m-weakly convex functions,
including both convex and nonconvex

problems

 Automatic adaptivity: with no

function Growth Measure Complexity
N th \VA'N < O (1/€
L-Lipchitz °eor IV falzn)] < € 1/€)
pe-QG and pg > m |V falzr)|| <€ O (1/€%)
M-Smooth No growth Vf(zp)| <e O (1/€%)
1g-QG and pg > m IV f(ze)]] <e O (log (1/€))
100 100 . 1 100
e 177, = (.1

IV f ()]

parameter tuning, the algorithm
accelerates in the presence of
smoothness and/or quadratic growth

1075}

500
Iteration

1000

10710+

10—20

a3
(0%}

104

500

Iteration

Smooth non-convex examples

1072 ¢

1000 10°

102
Iteration

Non-smooth examp‘fle?’




Conclusion
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Ongoing and Future work

1 How to deal with degenerate points in local policy
search? Avoiding saddle points with guarantees?

0 Extend the analysis to distributed control?

O Establish guarantees beyond linear control?

Control (Non)convex
Theory Optimization

Reinforcement
Learning

10°

IV (K12

0 500 1000 1500 2000 2500

0.708 1 §

1(K)

0.707 {

JLQG

0.706

-0.1
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Thank you for your attention!
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